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Abstract

To predict maternal and child health (MCH) in low- and middle-income countries (LMICs),

where nationally representative survey data is costly and infrequently collected, we devel-

oped machine learning models that leverage satellite imagery and remotely sensed geospatial

variables. Our approach integrates household survey data from Demographic and Health

Surveys (DHS) with two prediction pipelines: a tabular pipeline using Google Earth Engine

features and a satellite imagery pipeline applying convolutional neural networks and vision

transformers to Landsat and Sentinel imagery. We evaluate performance through four pre-

diction scenarios that test model generalization, such as the following: predicting unsurveyed

clusters within a country-year, future years from past surveys, entirely new countries, and

entirely new country-years. Across five key MCH indicators– women’s mean BMI, under 5

child mortality, unmet need for contraception, skilled birth attendant rate, and children’s

stunted rate, our models highlight the potential for global health monitoring in LMICs.

1 Introduction

Accurate and timely health data is fundamental for effective public policy and under-

standing socioeconomic realities. Currently, public health data collection largely relies on

household surveys, however these surveys cover only a small fraction of the population and

conducting these surveys is prohibitively expensive, logistically challenging, and infrequent,

leaving major gaps in coverage and timeliness. These facts are especially true in middle- and

low-income countries (LMICs) where reliable data is scarce and where the most vulnerable

communities tend to have the highest mortality rates.

Satellites offer a frequent and low-cost method to collect data with little tradeoff between

temporal and spatial resolution. Our objective is to use this data to generate high-resolution,

timely, and cost-effective estimates of key health metrics to supplement traditional survey
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Figure 1: Survey coverage in DHS dataset from 1986-2023

methods and improve data coverage in underserved regions.

Overall, the goal of this project is to develop and evaluate machine learning models that

predict maternal and child health (MCH) indicators using satellite imagery and remotely

sensed variables. The project also aims to assess how well models trained on remotely sensed

data can generalize across space and time in order to provide reliable health estimates in

regions where ground surveys may be sparse or outdated.

1.1 Datasets

Demographic and Health Surveys (DHS)

Our DHS dataset consists of 180 nationally representative household surveys from 61

countries across 37 years, as seen in Figure 1. The dataset provides cluster-level georeferenced

information that can be linked to external data sources, where one survey cluster averages

20-30 households. For this project, DHS data serves as the ground truth dataset for five MCH

indicators, which are defined in Table 1. Alongside indicator data, each cluster contains the

following information: country, year, unique cluster number, urban/rural identifier, latitude

and longitude. These clusters are geotagged but randomly jittered to preserve respondent
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confidentiality. For urban clusters, the data is jittered up to 2km, and for rural, up to 5km

with 1% being jittered up to 10km. Snapping is discussed in more detail in the next section.

Indicator De�nition

Mean BMI Mean body mass index of women

Skilled Birth Attendant
Rate (SBAR)

Percentage of live births in preceding 5 years
delivered in presence of a skilled birth attendant

Under 5 Mortality
Rate (U5MR)

Probability of dying (per 1,000 live births) before
the fifth birthday in the 5 years preceding the survey

Stunted Rate (SR)
Children under 5 who are stunted (Height-for-age < -2 SDs

of median of World Health Organization’s Child Growth Standard)

Unmet Need Rate
(UNR)

Percentage of women who have an unmet need
for reproductive care (i.e. women who do not want to become

pregnant but are not able to access contraception)

Table 1: DHS indicators of interest

Google Earth Engine (GEE) Dataset GEE contains a host of remotely sensed en-

vironmental and climatic variables aggregated into tabular features. These tabular features

are used as predictors, allowing machine learning models to learn relationships between

satellite-derived covariates and DHS health outcomes.

Satellite Imagery Landsat and Sentinel are publicly available satellite imagery datasets.

We preprocess Landsat to have 8 bands: visible light (3), near-IR (1), short-wave IR (2), ther-

mal (1), nightlight (1). This ensures that the satellite bands are consistent across different

Landsat satellites over the years, which added different kinds of bands. Sentinel is prepro-

cessed to have 7 bands, which are the identical except for the thermal band, which isn’t an

option for Sentinel. The images are center cropped for the cluster coordinates and have 224

� 224 pixel2 resolution. The wide land coverage is to guarantee the presence of the original

location within the image despite the jitter.
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Figure 2: The DHS data is jittered, and as such, rural clusters may not be in the satellite
imagery.

1.2 Dataset Complexities

1.2.1 Snapping

The DHS jitters their data for privacy reasons. For urban clusters, this is up to 2km

within two administrative levels. For rural clusters, this is up to 5km, and for 1% of rural

clusters it’s up to 10km. This means that we don’t have access to the original coordinates

of the surveyed cluster, and for rural clusters, we can’t guarantee that the original survey

location is in the satellite image. Landsat satellite image (6.7 � 6.7 km2). Since cities don’t

have the potential to be out of the satellite image due to their lower jitter range, we don’t

consider the jitter to be an issue. We’re looking at how snapping interacts with the jitter of

rural clusters. In short, since our DHS clusters are jittered, we attempted to “snap” them

back to their original location (Figure 4.

For this reason, we built 3 snapping algorithms. However, we could only test two of them

on simulated data since one of them would be difficult to test without significant bias in the

results. The underlying idea across all three algorithms is the same. We draw the boundaries

at 5km, identify various options, and then choose one of them.
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Figure 3: The snapping process is identifying boundaries, collecting settlement options, and
snapping clusters to settlements.

Open Street Map (OSM) Here, we use OSM, which is publicly available, to see what

settlements are there. We use all available villages, hamlets, and towns. The options gen-

erated are all available settlements close enough to the cluster. Our assumption is that the

nearest option is the “real” settlement location. For this, we create pairs for all potential

cluster-settlement pairs and sort them by their distance within. We then assign clusters to

settlements. If there are any conflicts, where a cluster or a settlement has already been as-

signed, that pair is discarded. As such, we end up with a list of snapped locations, and have

a handful of unsnappable locations

There are several reasons why some clusters cannot be snapped. One is that OSM is

incomplete. Since it’s publicly generated, rural areas tend to be especially underrepresented.

As such, there are cases where a cluster is unsnappable for any algorithm. However, another

is with conflict resolution. If all options that one cluster has are taken by other clusters, then

there can be no options left. One way to avoid this is to create a more complex network algo-

rithm that minimizes total snapping distance and prioritizes clusters with few options with

an extra penalty term. However, this is computationally intensive and we aren’t convinced

that it would lead to substantially better snapping accuracy.
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WorldPop Here, we replace OSM with global population data. This data is rasterized to

1km2 resolution population count. Options are generated according to how many neighboring

clusters exist within a 10km radius. The logic is that neighboring clusters compete for the

same options. So, if there are three neighbors (n) and four settlement options (n+1), even

if all three neighbors get one of the settlements, there’s always one choice left. We have to

operate within a 5km boundary and must remove settlement locations with unavailable data.

This method is also useful, because population rasters generate a maximum of 21 options

for each cluster. If we were to use all available options, we would end up snapping on top of

the DHS-given location most of the time.

We decided which of these options would be counted based on their population amount.

Within one cluster, 20-30 households are surveyed. As such, there are approximately 90

people in each cluster. Our rural cluster locations tend to be in places with low population

density. To account for this in addition to the implied population floor, we pick the most

populated n+1 options within each cluster.

When sorting, we tested two methods. One was to always snap to the nearest distance,

with an identical algorithm to the OSM method. The second was to snap to the highest

population. We create pairs for all potential cluster-settlement pairs and sort them by the

settlement population count.

Snapping Testing Since we don’t have access to the original DHS locations, we decided

to use simulated data to test the recovery rate of these methods. Using Open Street Map,

we simulated 100 surveys, sampling cluster locations and jittering them. We generated n+1

options, and using a greedy algorithm, “snapped” the clusters to the best option. We tested

only the WorldPop algorithms, since OSM has a different underlying structure to the DHS

surveys and snapping jittered OSM data back to OSM locations would overestimate per-

formance. As such, we have the WorldPop minimizing distance and WorldPop maximizing
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Figure 4: PDF of algorithm recovery rates.

population algorithms. Our control is to see the recovery rate of the non-snapped locations.

The graph approximates a probability distribution function for the simulated control,

minimized distance, and maximized population algorithms. Recovery error is defined by the

distance between the original location and the recovered location. The red line is 3.35km,

which is the distance after which indicates the maximum recovery error for the cluster’s

original location to be captured within the satellite imagery. In other words, the clusters

beyond the red line are not captured in the satellite imagery.

We can see that our protocols fare much worse than the control, with 66.88% to 35.88%

and 32.38% recovery rates. Most of the literature on this topic proposes high-computation

implementations to negate the effect of jittering and marginally increase the performance of

their predictive models, and much of the time, there isn’t much improvement. However, one

conference paper at ICLR 2022 by Esṕın-Noboa, Kertész, and Karsai suggests that when
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implemented in the pipeline, we could see an R2 increase of up to 0.1. As such, even though

the results don’t look promising in the simulated data, they could provide a robustness to

the predictive model.

1.2.2 Dataset Sparsity

A significant methodological challenge arises from the inconsistent availability of histor-

ical survey data across the target health indicators, which leads to high variance in model

performance and complicates direct accuracy comparisons. This variability is evident in the

disparate number of surveys available for each metric, ranging from 118 for Stunted Rate

to 180 for Under-5 Mortality. This disparity directly influences predictive accuracy, as mod-

els trained on longer time-series, such as women’s mean BMI with 155 surveys from 1986

to 2022, consistently outperform those based on sparser data. To enable a fair and robust

evaluation in Applications C and D, we addressed this by constructing a test set from a

candidate pool of surveys that contained the four most available indicators, intentionally

excluding the sparsest metric to avoid extreme restrictions. This approach mitigates poten-

tial evaluation bias, as the distribution of candidate surveys closely mirrors that of the full

survey set, ensuring representative and comparable model assessment across indicators.

Downsampling India India’s surveys represent approximately 1=3 of our DHS dataset,

which makes our dataset heavily imbalanced. Our models can risk overfitting to these data-

rich countries and underperforming elsewhere. To address this, we explore the effects of

downsampling by randomly selecting clusters in India to match the cluster count of the 2nd

most data-rich country, Egypt. While downsampling inevitably discards some information,

it ultimately provides a more balanced dataset.
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Figure 5: Un-downsampled Data Availability (in Rows) by Country, IA = India.

Figure 6: Downsampled Data Availability (in Rows) by Country, IA = India

1.3 Prediction Scenarios

A critical milestone of this project was defining practical, real-world scenarios where our

model could be applied to address specific data gaps. We identified four distinct use cases

and designed corresponding test-train splits to rigorously evaluate model performance in

each scenario.
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Application A: Spatial Prediction of Unsurveyed Countries This application tests

the model’s ability to generate estimates for a country where no survey data has ever been

collected. To emulate this scenario, we employed a leave-one-country-out validation method.

All data from a single country was held out as the test set, while the model was trained on

the remaining countries. Performance was then evaluated by comparing predictions against

the held-out country’s survey data, which served as the ground truth.

Application B: Temporal Forecasting for Early Estimates This scenario assesses

the model’s capacity for forecasting, providing timely estimates before official survey data

becomes available. The goal was to predict future values for regions with historical data. To

simulate this, we held out the most recent year of available data for all countries. The model

was trained on all preceding years and then tasked with predicting the health indicators for

that held-out year.

Application C: Intra-Country Prediction for Unsampled Clusters Household sur-

veys, even in ideal circumstances, typically cover only a small fraction of a population (>2%),

leaving many areas unsurveyed. This application evaluates the model’s utility in making

high-resolution predictions for the unsurveyed clusters within a country. For each country

individually, we randomly held out 10% of its survey clusters for testing, training the model

on the remaining 90% of clusters within the same country.

Application D: Imputing Missing Surveys Countries, particularly LMICs, often con-

duct surveys at irregular and infrequent intervals. This application tests the model’s ability

to fill these temporal gaps by imputing metrics for years in which a survey was not con-

ducted. To emulate this, we held out a randomly selected set of unique country-year surveys;

the total number of clusters in this held-out set amounts to approximately 10% of the total

data. As these surveys vary in size and indicator coverage, the test set represents a random
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sample of entire survey missions rather than a fixed fraction of the total data points.

2 Tabular Pipeline

The tabular pipeline utilizes geospatial features from GEE to predict MCH indicators

at the DHS survey cluster level. For each cluster, we aggregate a wide range of remotely

sensed features into a structured dataset aligned with the DHS ground truth indicators.

We train indicator-specific models with indicator-specific datasets due to varying data avail-

ability across MCH indicators. We evaluate performance under four prediction applications

defined above (country holdout, temporal holdout, within-survey cluster holdout, and survey

holdout), where each is designed to simulate real-world data gaps.

2.1 Country Holdout Results

The non-downsampled country holdout experiment results below evaluate how well our

LightGBM models generalize to African countries that were completely unseen during train-

ing. In Africa, performance varies considerably across both countries and indicators. As seen

in Table 2, mean BMI and SBAR achieve higher R2 values on average, suggesting that

these indicators are more closely associated with the geospatial and environmental features

captured by satellite data. In contrast, U5MR and UNR are more difficult to predict, with

lower R² values, reflecting the complexity of these outcomes and their dependence on health

system, policy, and behavioral factors that may not be fully captured in geospatial variables.

In Figure 7, we can see certain countries show relatively stronger performance in terms of

variance captured, while others display weaker fits. In comparing Figure 7 and Figure 8, the

results demonstrate that while satellite-informed models can provide meaningful predictions

in data-scarce regions, their reliability is not uniform across geographies or indicators.
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Indicator R2 NRMSE

Mean BMI 0.24 0.075

SBAR 0.32 0.441

U5MR 0.16 0.614

UNR 0.18 0.531

Table 2: Averaged variance and error for African country holdout results by indicator

Figure 7: R2 Performance in Africa for
Mean BMI

Figure 8: R2 Performance in Africa for
SBAR

2.2 Temporal Forecasting for Early Estimates

In the temporal prediction scenario, the LightGBM model is trained and tested on the

surveys from 2022 onward, simulating forecasting before survey results are available. We

found our LightGBM model performed best with India data downsampled using Spearman

feature selection. Performance is not strong overall, indicating that predicting future health

outcomes from past geospatial data presents a significant challenge. As seen in Table 3, pre-

dictive power varies considerably across indicators, with UNR achieving a modest R2 of 0.28,

while the SR and SBAR show near-zero or negative R2 values, suggesting the model fails to

capture meaningful variance for these metrics in a temporal context. While satellite-informed
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models show promise for spatial interpolation, their utility for pure temporal forecasting of

certain indicators is currently limited.

Indicator R2 NRMSE

Mean BMI 0.21 0.07

SBAR 0.02 0.27

U5MR 0.04 0.11

UNR 0.28 0.23

SR -0.01 0.19

Table 3: Variance and error for temporal forecasting results by indicator.

Figure 9: Prediction performance for all indicators.
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2.3 Within Survey Prediction Results

In the within-survey prediction scenario, the LightGBM model is trained and tested on

clusters from the same country-year, simulating the task of generating more estimates from a

single survey. Performance is stronger in this setting compared to cross-country or cross-time

tasks, as the model benefits from training on data that closely resembles the test set. As seen

in Table 4 below, SBAR achieves a high R2, indicating that geospatial features capture local

drivers of variation effectively. Other indicators such as mean BMI and U5MR also show

moderate predictive power, while UNR and SR remain harder to capture. Overall, these

results suggest that satellite-informed models are well-suited for filling in unsurveyed areas

within the same survey year.

Indicator R2 NRMSE

Mean BMI 0.47 0.088

SBAR 0.80 0.274

U5MR 0.50 0.524

UNR 0.38 0.358

SR 0.43 0.643

Table 4: Variance and error for Nigeria 2018 survey prediction by indicator.

2.4 Survey Holdout Results

The survey holdout experiment evaluated the model’s ability to impute missing surveys

for a country by holding out entire surveys across random country-years. This scenario tests

the model’s robustness in filling temporal data gaps where historic survey data exist for the

region. As shown in Table 5, performance is notably stronger and more consistent in this

application compared to the country holdout and temporal forecasting scenarios.

All indicators achieve high and positive R2 values, with Mean BMI (R2=0.57), Skilled

Birth Attendant Rate (SBAR, R2=0.562), and Unmet Need for Contraception (UNR, R2=0.508)
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demonstrating the strongest predictive performance. Under-5 Mortality Rate (U5MR, R2=0.457),

while the lowest among the set, still shows a robust relationship. The low standard deviations

(SD) for both R2 and NRMSE across all metrics indicate highly stable and reliable model

performance, with minimal variance between different held-out surveys.

Indicator Avg. R^2 SD R^2 Avg. NRMSE SD NRMSE

Mean BMI 0.57 0.066 0.065 0.010

SBAR 0.562 0.010 0.221 0.003

U5MR 0.457 0.006 0.090 0.001

UNR 0.508 0.014 0.211 0.001

Table 5: Averaged variance and error for survey holdout results by indicator.

Figure 10: Prediction performance for all indicators.
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